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Advancing science by 
overcoming language barriers

Abe Lederman & Darcy Katzman

SScientific discoveries are often restrained by 
language. The English language may be thought 
of as the “universal language” in the global sci-
entific community, but only a fraction of scien-
tists actually speak the language, continuing to 
publish information in their native languages 
and in non-English databases. Between 2001 
and 2011, the number of publications from 
China in peer-reviewed, non-English journals 
increased from 3% to 11% of the total world 
output. In this decade, China will surpass the 
United States as the most prolific publisher of 
scientific journal articles. These non-English 
publications are submerged in what is known 
as the Deep Web. They aren’t likely to be found 
in places that search engines such as Google 
or Bing crawl, meaning they will not be easily 
accessible to English-speaking researchers. 

The Deep Web (Figure 1) has garnered a lot of interest lately, 
partly because the dark web and Deep Web have been referred to 
interchangeably by many people. In October 2013, the FBI shut 
down the Silk Road website, a dark web eBay-style marketplace 
for selling illegal drugs, stolen credit cards and other nefarious 
items. But the Deep Web is very different from the dark web 
black market where shifty and illegal activity takes place.

Think of the Deep Web as more academic — used by 
knowledge workers, librarians and 
corporate researchers to access the 
latest scientific and technical reports, 
gather competitive intelligence or 
gain insights from the latest gov-
ernment data published. Most of 
this information is hidden simply 
because it has not been “surfaced” 

to the general public through Google or Bing spiders, or is 
not available globally because of language barriers. If a pub-
lication reaches Google Scholar, chances are, it now floats in 
the broad net of the shallow web, no longer submerged in the 
Deep Web. A large number of global science publications are 
located in the Deep Web, only accessible through passwords, 
subscriptions and only accessible to native language speakers. 
These publications, hiding in the Deep Web, limit the spread of 
science and discovery.

Researchers looking for information that is not in their native 
language(s) find that time works against them. The carrot of 
scientific collaboration is just before them, yet out of reach 
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Figure 1: Areas of the web.
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unless they undertake hours and hours of 
back and forth between a translator and 
whatever database they hope will have 
relevant scientific information. In real-
ity, many of these scientists don’t even 
know where to look, nor do they even 
want to spend the time searching in these 
repositories. The effort is monumentally 
time-consuming. In the science and tech-
nical industries where timely distribution 
and access to new knowledge is critical, 
this process is laborious, painstaking and 
often unsuccessful, given the sheer effort 
needed to find information. 

Creating the global 
science gateway
On January 21, 2007, at a ceremony 

at the British Library, Ray Orbach, then 
under secretary for science at the US 
Department of Energy, and Lynne Brind-
ley, then chief executive of the British 
Library, signed a statement of intent to 
collaborate in creating a global science 
gateway that would make science output 
more easily shareable across the globe.

An initial version of the global sci-
ence gateway, which became known as 
WorldWideScience.org, was developed 
and launched in six months using a 
federated search product from Deep Web 
Technologies (DWT) that can quickly 
and easily search in real-time dispersed 
science repositories. This initial version 
of WorldWideScience.org searched 12 
databases from ten countries.

Federated search, unlike popular 
search engines such as Google and 
Bing, doesn’t send spiders out to build 
an index of information. Instead, when 
a user clicks the search button, a fed-
erated search engine will send that 
search query out to all of the sources 
it searches, simultaneously. It’s almost 
as though the user is going to each 
source of information and searching 
it directly, rather than searching from 
a single search box. Once the federated 
search engine has received all of the 
results from all of the sources, it blends 
them together, ranks them, removes 
any duplicate results and displays them 
on a single page for the user to see.

On June 12, 2008, at a gathering 
in Seoul, South Korea, the World-
WideScience Alliance was formed “to 
formalize their commitment to sustain 
and build upon the online gateway to 
the world’s science information.” The 
founding document for the World-
WideScience Alliance, signed by 14 
representatives of scientific and tech-
nical organizations around the world, 
noted:

“By transitioning WorldWide-
Science.org from bilateral to multilat-
eral governance, we commit ourselves 
to a long-term vision for enabling 
and accelerating scientific discovery 
through unique and innovative use of 
federated searching and other technolo-
gies. Through our joint efforts, we will 

sustain and build upon the purpose of 
providing a single, sophisticated point 
of access to diverse scientific resources 
and knowledge from nations and inter-
national bodies around the world.”

With WorldWideScience.org now 
firmly established as the go-to gateway 
for access to a growing collection of the 
world’s most valuable science collec-
tions (38 databases from 32 countries) 
the WorldWideScience Alliance asked 
DWT to undertake a research effort with 
the goals of developing a capability for 
searching non-English science reposito-
ries in WorldWideScience.org and mak-
ing the content in WorldWideScience.
org more easily available to non-English 
speakers in their language.

Choosing a machine 
translation engine
In this next phase DWT envisioned 

enhancing WorldWideScience.org with 
a multilingual search and translation 
capability for a more comprehensive 
Deep Web search. Using live transla-
tors was simply not an option for the 
search engine. By its very nature, the 
search engine required “on-the-fly” 
translations to work in an on-demand 
environment, translating a user’s 
query as well as the results brought 
back. While machine translation is 
not perfect, it would allow researchers 
to discover important articles in their 
field of study. And if an article seemed 
valuable enough, the researcher could 
request that the article be translated by 
a human translator.

Knowing this, DWT investigated a 
number of machine translation engines, 
keeping the following requirements in 
mind:

■■ Multiple language support: 
Although WorldWideScience.org only 
needed ten languages for the multi-
lingual launch, the Alliance’s plans 
to grow their membership and their 
search of diverse science databases 
required the support of as many lan-
guage pairs as possible from the trans-
lation engine. Only engines supporting 
a broad number of languages were 
evaluated.

■■ Translation quality: Acknowledg-
ing that the quality of machine trans-
lations varies, the Alliance needed to 
find a machine translator that would 
perform well across a wide range of 
languages.

Figure 2: WorldWideScience.org translation flow.
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■■ Programmatic interface: DWT 
required that the machine translation 
be accessible programmatically via 
an application programming interface 
(API) that would facilitate integrating 
the machine translation service into its 
federated search product.

■■ Affordable: Machine translation 
software and services can be expen-
sive. The WorldWideScience Alliance 
needed an affordable solution.

Microsoft Translator, developed and 
enhanced by Microsoft Research’s Nat-
ural Language Processing group going 
back to 1999, fulfilled all of the above 
requirements. Microsoft Translator 
uses a statistical translation model to 
perform translations. This approach 
is the most common approach today, 
and requires a large corpus of text and 
corresponding translated text to build 
mostly automatically a translator for a 
new language pair. Microsoft Transla-
tor is highly scalable, customizable and 
supports 50 languages, while continu-
ally adding languages to its list. Most 
importantly, the WorldWideScience 
Alliance and Deep Web Technologies 
were able to establish a partnership 
with the Microsoft Translator group, 
which supported their development 

efforts and helped to promote World-
WideScience.org.

 
Translating the world’s science
Multilingual WorldWide-Science.org 

Beta officially launched in June 2010 at 
the International Council for Scientific 
and Technical Information (ICSTI) annual 
conference held in Helsinki, Finland. 
It was the first search engine to search 
databases in diverse languages and 
retrieve and translate results. The engine 
was hailed by Richard Boulderstone from 
the British Library as “the world’s most 
important scientific resource, where the 
global science community can share 
knowledge.” WorldWideScience.org Beta 
searched in nine languages: English, Chi-
nese, French, German, Japanese, Korean, 
Portuguese, Spanish and Russian, adding 
Arabic two years later.

Finding information on WorldWide-
Science.org is simple: a researcher first 
chooses the language that he or she 
would like to search in and submits a 
search query (Figure 2). The query that 
has been entered in the user’s language 
is then translated into the languages of 
the sources that will be searched. When 
results come back, they are translated 
from the language of the source to the 

Figure 3: Search results can be easily translated into a variety of languages.
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user’s language using Microsoft Trans-
lator. The researcher then sees a single 
page of results (Figure 3) in his or her 
language, with the most relevant results 
at the top of the page. The Microsoft 
Translator service allows users to view 
on a split-screen an original article and 
a translated version of the same article 
side by side.

While multilingual federated search 
has been well received by WorldWide-
Science.org users and is in production 
at a number of other sites, improving 
federated search is an ongoing process.

In the next couple of years, DWT will 
add support for additional languages 
as new members join the World-
WideScience Alliance and will require 
databases in languages not currently 
supported by WorldWideScience.org to 
be searched as well as enable users in 
these new member countries to search 
in their languages. We also envision 
leveraging the Microsoft Translator 
Hub to create custom translators for 
languages not available via Microsoft 
Translator.

Machine translation quality var-
ies among different vendors and may 
vary depending on the language pair 
and direction — for example English 
to Russian vs Russian to English. DWT 
is working on making its translation 
modules plug-and-play so that it is 
easy to use the best available machine 
translation software based on the lan-
guages needed to be translated.

A key capability of our federated 
search is relevance ranking, determin-
ing how closely a search result matches 
the user’s query. Determining relevance 
is challenging in non-romance lan-
guages, particularly East Asian lan-
guages such as Chinese, Japanese and 
Korean. Integrating technologies from 
companies that are good at parsing and 
analyzing text in foreign languages 
will help to improve the quality of the 
relevance ranking.

Finally, WorldWideScience.org will 
be enhanced so that it automatically 
detects the country that the user is 
coming from, presents an interface in 
the user’s local language and assumes 
that users are entering their query in 
their local language. It is also possible 
to switch the user interface of the fed-
erated search application among the 
languages now supported.

The good news is that the multilin-
gual federated search capability ini-
tially developed for WorldWideScience.
org is not limited to that site and not 
even limited to science. Since the initial 
launch of multilingual WorldWide-
Scence.org in 2010, DWT has developed 
a number of other multilingual feder-
ated search applications.

In 2015, the United Nations Eco-
nomic Commission in Africa (UNECA) 
will launch their multilingual federated 
search portal to enhance cross-pollina-
tion of innovative news and ideas for 
and throughout Africa. The UNECA por-

tal will search in four languages: Eng-
lish, Spanish, Portuguese and French.

Outside of science we see an oppor-
tunity to provide global companies 
with a multilingual competitive intel-
ligence capability so, for example, if a 
large contractor is bidding on a project 
in China it will have access to local 
intelligence in their own language. 
DWT sees the opportunity to create a 
website that searches the world’s most 
important news and media sites in their 
native languages, eliminating some of 
the sugar coating and bias that occurs 
when global news is summarized by 
English-focused news outlets.

In June 2015, WorldWideScience.org 
will be celebrating its eighth birthday. 
Over the past eight years, the site has 
received many accolades. The Science 
Gateway was promoted to the highest 
levels of the US State Department as an 
example of US scientific cooperation 
with counterparts in China and Russia. 
WorldWideScience.org is seen as helping 
to reduce the “digital divide” by provid-
ing access to publicly available scientific 
research output to many in third world 
countries who do not have access to com-
mercially available scientific literature. 

Today, searching 500 million pages of 
quality science and technology informa-
tion from around the world, across 100 
repositories with 22 of these repositories 
being non-English, WorldWideScience.
org has proven that scientific discover-
ies can surpass language barriers.  M
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